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Abstract 
 
In all domains of science, the size of data handled has reached 
up to an order of petabyte scale. In order to analyze and 
investigate a 3D computational fluid dynamics (CFD) dataset, 
in this work, a new system has been designed and implemented 
along with the traditional database management system. 
Multidimensional datasets require spatial operations such as 
spatial indices and spatial joins. The support for these 
operations is the key design goal. This system is specifically 
designed to support to handle CFD simulation datasets. 
Feature extractions and feature eliminations are the basic 
operations. The use cases show that this system can successfully 
process the operations. In addition, experimental results show 
reasonable performance. 
 
Keywords 
Spatial database, spatial index, spatial join processing, feature 
extraction, fluid visualization, computational fluid dynamics, 
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1 Introduction 
In all domains of science, data avalanche [1] is prevalent as the 
capacity of secondary storage keeps growing and the ability to 
analyze the large size of data increases. For example, the size of 
data handled in scientific fields reached up to an order of 
petabytes scale [2]. In order to analyze and investigate those 
large-scale datasets, system supports from computer scientists 
are crucial. However, current software does not fully provide 
adequate functionalities for these multi-dimensional datasets. In 
the computational fluid dynamics field, a dataset was generated 
long ago but scientists can still not analyze the dataset as much 
as they want [3]. 
In an attempt to manipulate large datasets easily, scientists 
employed database management systems. However, the salient 
characteristic of scientific datasets is a higher dimension than 
ordinary datasets handled in a relational database management 
system: 2D, 3D, or an even higher dimension. For these high 
dimensional datasets, additional functionalities must be added 
on current database management systems: an efficient spatial 
join process and a productive data retrieval method in higher 
dimensional database. Although there have been several 
research attempts in 2D datasets [4, 5, 6, 7, 8, 9], to the best of 

our knowledge, research on spatial database with 3-dimensional 
datasets has rarely been done so far. 
In this work, we implemented the basic elements of a spatial 
database management system: field operation query processor, 
spatial index, and spatial join processor. An additional support 
for visualization is included in this system. 
Another goal of this work is to investigate a 3D computational 
fluid dynamic (CFD) dataset [10] using the spatial database 
system. Three types of features can be defined with ordinary 
SQL queries, and by using a component labeling algorithm, 
each feature is identified. Finally, a series of spatial join 
operations can give an answer for what the space that has none 
of the three types of features looks like. The results are shown 
with a visualization tool. 
 
The rest of this paper is organized as follows: Section 2 
discusses previous works related to spatial database 
management systems and underlying technologies. Section 3 
presents the architecture of our system. Section 4 describes 
examples of results generated with a CFD dataset, and Section 
5 then shows performance experimented with a CFD dataset. 
Finally, Section 6 and 7 discuss relevant future works and make 
conclusions. 
 

2 Related Work 
R-tree [5] was the first index structure to handle multi-
dimensional objects. The R-tree is based on B-tree structure, 
but the information of multi-dimensional objects is stored in 
each node. Since the R-tree was first proposed, successive 
research has been actively done. [6, 7] Among them, R*-tree 
structure is believed to have the best performance. However, it 
is hard to find any attempt to employ R*-tree structure into 3D 
datasets. In 3D data, there can be 3 dimensional objects, and 
thus the minimum bounding rectangle (MBR) method has to be 
extended accordingly. Spatial join is one of the key operations 
in spatial database. Join queries combine spatial objects by 
relations specified in the queries. Brinkhoff [8] proposed the 
simplest implementation of spatial join processing using the R-
tree. In this work, the R*-tree was used as a spatial access 
method in the approximation step, and then comparisons with 
exact geometries were performed. Several techniques such as 
spatial sorting and restricting the search space for CPU-time 
optimization and exploiting spatial locality for I/O performance 
were employed here to optimize the performance. For better 
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performance in selecting candidate objects Brinkhoff [9] 
increased the steps of join processing to three. After MBR-join, 
one more step to refine the result was executed, which is called 
geometric filter. Through this additional step, the processor can 
filter out unnecessary objects which otherwise can be processed 
in exact geometry processor. The final work in spatial join 
processing is the raster approximation [4]. This work also 
tackles improving the approximation step to minimize the 
candidate set which needs to be examined by the expensive 
exact geometry comparison. The idea here is to split a space 
into uniform cells. For each cell, one can compute the type for 
each object For example, the type can vary from 0 to 3 
according to the percentage of the area intersecting with the 
polygon (0 for 0%, 1 for less than 50%, 2 for more than 50%, 
and 3 for 100%). With the cell type, it is very cost-effective to 
figure out whether two objects intersect or not. The drawbacks 
are the additional step and cost for calculating cell types and 
storing the cell information although compression is being used. 
Several commercial database systems, such as PostgreSQL [11], 
MySQL [12], Oracle [13], started supporting spatial operations.  
However, they have no support for visualization and do not 
provide automatic mechanism to map field model to object 
model. 
 

3 System Architecture 
Our system provides five core functionalities for analyzing a 
computational fluid dynamics dataset: 1) a basic SQL query 
processor to extract user-defined features, 2) a component 
labeling module to combine a set of points and an object, 3) a 
spatial index builder to build a spatial index from the set of 
labeled objects, 4) a spatial join processor to determine whether 
any two sets of objects have intersections, and 5) visualization 
support to visualize any results a user may want to see. In this 
section, we describe the system principle, design, and 
implementation of this system.  
 

3.1 CFD Dataset 
The original two datasets used throughout this work are from 
Professor Sutanu Sarker [10] and are written in big-endian 
format. This required additional work to convert to little-endian 
format. The data contained in this file is represented as a 3D 
grid structure. The dimensions of the two datasets are 
385x130x194 and 642x193x385, respectively. For each point of 
the grid, the information provided is the velocity values of x-, 
y-, and z-directions, pressure and density. In order to use this 
information in a more structured way, the data was transferred 
to MySQL [2], which is a popular open source database 
management system. The database schemas are described in 
Appendix A. The tables are separated and keyed by x, y, and z 
coordination. Any field operations can be done on these tables. 
In addition to the primary information listed above, vorticity 
information is also recorded into MySQL as a separate table. 
These values are calculated by the Richardson interpolation and 
finite difference methods as they are done in the original source 
code from Professor Sutanu Sarker.  
 

Table 1: SQL Query corresponding to CFD phenomenon 

CFD 
Interpretation SQL Query 

Vortex 
Columns 
(Query 1) 

SELECT x, y, z, vort_mag 
FROM Vorticity 
WHERE (w_z > 0.5 OR w_z < -
0.5) 
   AND (w_x*w_x + w_y*w_y < 
0.04); 

Dislocations 
(Query 2) 

SELECT x, y, z, vort_mag 
FROM Vorticity 
WHERE (w_z < 0.2 AND w_z > -
0.2) 
   AND (w_x*w_x + w_y*w_y > 
0.25); 

Vortex 
Pancakes 
(Query 3) 

SELECT A.X, A.Y, A.Z, A.field, 
A.ObjID 
FROM 
Columns AS A, 
(SELECT ObjID 
 FROM Columns 
 GROUP BY ObjID 
 HAVING  
(MAX(Z)-MIN(Z))/  
SQRT((MAX(X)-MIN(X))* 

(MAX(X)-MIN(X)) + 
(MAX(Y)-MIN(Y)) * 

    (MAX(Y)-MIN(Y))) 
 < 0.5) AS B 

WHERE A.ObjID=B.ObjID; 

 
The sizes of the datasets are 370MB and 2GB, respectively. The 
original dataset of 370 MB was converted to MySQL tables of 
1.7GB. The main reasons for this increase are indexes and 
duplicated information of coordinate values. For efficient 
threshold operations, an index was created for each data field, 
for example, an index for un, vn, wn in the Velocity table, w_x, 
w_y, w_z, vort_mag in the Vorticity table, etc. (total 9 indices) 
By splitting the dataset into several tables, sequential reading is 
accelerated as more tuples can be read into a block. If there is 
an issue for a storage limit, then these indices can be removed 
at a cost of query performance degradation. 
 

3.2 Basic Query Processor 
As soon as the data in the dataset is transferred to the MySQL 
DBMS, basic queries can be executed on the database. For 
example, in computational fluid dynamics data, one can find 
sub-regions of which the w_z field is greater than a certain 
threshold value. Threshold operations are a basic tool for 
investigating a dataset since they can extract the data of interest. 
In fluid dynamics, a certain region which has an interesting 
characteristic such as vortex columns, vortex pancakes, or 
dislocations can be expressed with only a few simple threshold 
operations. This data can be stored into separate tables for join 
operations. 
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Algorithm 1 Component-Labeling (data block) 
if theSizeOfBlock < c then 
      Label each point using Levialdi algorithm 
else 
 for i: 1 to 8 do 
   Component-Labeling (one of eight sub 
data blocks) 
 end for 
 
 for i: 1 to 4 do 
  mergeXdirection (two adjacent blocks) 
 end for 
 for i: 1 to 2 do 
  mergeYdirection (two adjacent blocks) 
 end for 
  mergeZdirection (two adjacent blocks)  
end if 

Figure 1: Recursive version of the component labeling 
algorithm 
 
The query processor accepts queries from users and forwards 
the queries to the MySQL query processor. After getting a 
result from the MySQL server, the query processor keeps the 
result in memory and prepares for component labeling. The 
representative queries used in this system are shown in Table 1. 
Query 1 and 2 in Table 1 filter a portion of data from the 
Vorticity table whereas Query 3 extracts from the Vortex 
Columns generated by Query 1. Therefore, to run Query 3, 
Query 1 must be executed beforehand. 
 

3.3 Component Labeling Module 
Once we have retrieved a subset of data, the next step is to 
classify the results into a set of objects since the retrieval itself 
does not provide any information of clustered points, which we 
call objects. For example, let’s assume that point A and B are 
selected by a threshold query. The question here is whether we 
can think of the two points as one object. Since in a large 
dataset it is not easy to classify all the points into well defined 
objects, care must be taken. The algorithm that answers this 
question is a component labeling algorithm in computational 
geometry. 
 
Specifically, two points are included in a component if the 
distance between the two points is less than √3. The transition 
property holds for the adjacency relation, i.e. if x and y are 
adjacent and y and z are adjacent, then x and z are also adjacent. 
Using the transition property, a component can grow. 
Intuitively, a set of points enclosed by a closed surface is 
identified as an object. The role of the component labeling 
module is to sort out the set of objects using a component 
labeling algorithm. 
 
The basic algorithm is employed from [14]. The approach to the 
component labeling algorithm is divide-and-conquer. First, the 
algorithm divides the whole space (which is a hexahedron) into 
8 sub spaces. Recursively, each subspace is divided until each 
piece shrinks to a manageable size. Then, for each small-sized 

space, the algorithm runs the labeling process. The last step is 
reconstructing the whole space by merging. While merging, it is 
possible for two components in each space to be adjacent. 
However, the requirement for the adjacency is that two 
components share the same side. Therefore, by examining only 
one side of two cubes, the candidates for merging can be 
verified easily. Then, the information of the merging objects 
can be propagated to the two cubes. If we can assume that every 
block is a cube, then the merging cost is O(N2) compared to 
O(N3) cost for the brute-force approach where N denotes the 
length of a side in the cube. Note that the class, RecursiveLabel, 
is an implementation of the Label interface which enables the 
implementation to be switched by another class easily if one 
wants to use another algorithm. The detailed algorithm for 
component labeling is described in Figure 1. 
The algorithm yields a list of tuples, each of which has an 
object ID. This result will be used in the spatial join processor. 
A MySQL table stores this information to allow users to 
retrieve the result again later. (See Appendix A. for more detail) 
 

3.4 Visualization 
Besides the core functionality discussed above, the interface 
between system and a user is also an important issue. For 
example, if, as the result of a query, two objects are being 
returned to a user, the method by which to investigate this result 
is to examine point by point or to visualize. Through 
visualization, one can see the shape, which represents locations, 
and the color which represents a certain field of the result. In 
order to support visualizations, software packages specialized in 
visualization such as VTK [15] and MayaVi [16] were 
employed. The output generator writes the data in memory to a 
file which complies with the VTK file format [17]. The reason 
that VTK and Mayavi are used is because the two packages are 
widely recognized in scientific visualization fields and provide 
ample functionalities to visualize complex objects. However, as 
another visualization package can attract more users, the design 
principle of splitting interface and implementation was 
considered to adapt technological change in the visualization 
field. 
The current version of our system only provides a functionality 
to visualize a set of objects with varying colors. Each dot on the 
figures represents the point that satisfies the condition specified 
in SQL queries. In addition, color information denotes a scalar 
field.  
. 

3.5 Spatial Index Builder 
The next step is to build an index for spatial objects. The R*-
tree is used as a spatial access method. By reading through the 
table created by the component labeling module, the index 
builder can collect some information, such as minimum 
bounding cubes and object IDs, for spatial objects in the table. 
The minimum bounding cube is the 3D version of the minimum 
bounding rectangle. For an object, a minimum bounding cube 
records the maximum and minimum value of each side of the 
object. This information can be retrieved from MySQL table 
using the following query: 
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SELECT  

ObjID,  
MAX(X), MIN(X),  
MAX(Y), MIN(Y),  
MAX(Z),  MIN(Z)  

FROM  
[Columns|Dislocations|Pancake

s]  
GROUP BY ObjID; 

 
The ObjID is the key to retrieving actual points of the object 
from the database. Therefore, the spatial index built from this 
module, along with B+ tree indices built from relational DBMS, 
works as a multi-level index. That is, to retrieve a set of points 
satisfying both spatial and field conditions, a search process 
examines the spatial index to narrow down the search space. As 
a result of traversing the spatial index, a set of candidate objects 
is identified. Then, for the candidate objects, each point in the 
objects is examined to see whether the point satisfies the field 
conditions. The B+ indices accelerate this examination. How 
spatial indices are used is discussed more in Section 3.6 
 

3.6 Spatial Join Query Processing 
If we succeed in creating objects and indices, the core 
functionality of this system, spatial join query processing, is the 
next step. As proposed in [8], the spatial join processor uses the 
two-step method. First, it compares two sets of objects to select 
candidates using R* tree indices. Then, for each candidate 
object, it examines one by one whether any two objects are 
overlapping.  
Specifically, two R*tree indices are opened and loaded into 
memory. Through nested loops, two R*tree indices find a set of 
two objects whose minimum bounding cubes intersect each 
other i.e. Let U and V be a set of objects to be joined. R*tree 
traversing generates the following set: 
 

A ={(ObjID(u),ObjID(v)) | u is in U, v is in V, and  
MBC(u) ∩ MBC(v)≠φ} 

 
, where ObjID(u) is the object ID of an object u and MBC(u) is 

the minimum bounding cube of an object u. 
 
Then, the next step is to examine the exact geometry of each 
element (u, v) in A. As an example, U is, say, a set of the vortex 
columns and V is, say, a set of the dislocations. A vortex 
column u and a dislocation v are defined as a set of points and 
the information is stored in the table Columns and Dislocations 
respectively. R*tree traversing gives two ObjIDs, one for 
Columns and the other for Dislocations. The way to determine 
whether u and v intersect each other is to retrieve all the points 
of u and v and compare them to each other.  
 

SELECT  
T1.X, T1.Y, T1.Z, T1.field  

FROM  
Columns AS T1, Dislocation AS T2  

 Number of 
Points 

Number of 
Identified Objects

Vortex Columns 11087 267 
Dislocations 112728 546 

Vortex Pancakes 473 31 
Table 2: The result of the component labeling algorithm 
 

WHERE  
T1.ObjID = 3 AND T2.ObjID = 59  
AND T1.X = T2.X  
AND T1.Y = T2.Y  
AND T1.Z = T2.Z 

 
The advantage of spatial joins regarding performance against 
relational joins is that the spatial join operations can retrieve 
from a disk only a portion of the objects whose MBCube 
intersects with other MBCubes. The query above can be 
executed without the first two WHERE clauses because 
Columns and Dislocations are a set of points. However, by 
inserting the two WHERE clauses, the join processor can 
reduce the cost of join. The two clauses represent that object 3 
in Columns and object 59 in Dislocations have a MBC 
intersection. Any two objects that do not intersect each other 
will not be read during this join process. Therefore, the spatial 
indices and the relational indices on the Columns and the 
Dislocations table work as a multilevel index.  
Therefore, the approximation accuracy determines how many 
objects are read into memory and, consequently, the 
performance of a join operation. Traditionally, the MBCube 
approximation is not believed to have a superior accuracy, but 
as described in Section 5.2, the execution time over relational 
join, which does not use spatial indices, proves that the 
MBCube approximation actually reduces the size of 
comparison. 
 
The reason that exact geometry algorithms such as the plane 
sweeping algorithm is not used is because of the characteristics 
of this dataset. The dataset used in this system is a part of field 
data. From the field data, spatial information is extracted, but 
the underlying definition of an object is a set of points. 
However, the plane sweeping algorithm assumes that an object 
is defined as a set of lines and the algorithm contains tests that 
check whether or not any two lines intersect. With a field 
dataset, lines can not be defined unless a set of lines is created 
with a line-identifying algorithm, which is infeasible for the 
dataset that has irregular shapes. 
 

4 Use Case 
In this section, we focus on explaining how users can use this 
system. Rather than show how this system is implemented, 
what type of information users can get and what type of 
operations users can execute are described. 
 

4.1 Feature Extraction 
Users can identify how many objects that satisfy a certain 
condition exist. The result of a feature extraction is a table 
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containing all the points satisfying the condition. In addition, 
each point has an object id. One can retrieve tuples that have 
the same object id using standard SQL query. 
As an example, by using queries specified in Table 1 and 
executing the smaller dataset in Section 3.1, Table 2 is 
generated. 
Users can specify the name of the result table, for example, 
Columns_2 and Columns_3 to distinguish the threshold values 
 

4.2 Feature Tuning 
The advantage of this system regarding the feature extraction is 
that it is very handy to modify the threshold values. For 
example, if we want to relax the condition on vortex columns, 
i.e. using a smaller value for “0.5” in Query 1, the number of 
objects will increase. By executing two queries that have 
different threshold values, users can get two tables, and each of 
the two table, stores tuples satisfying each condition. Aggregate 
functions in SQL allow users to get statistics from a table such 
as maximum, minimum, average or standard deviation of any 
field. 
 

4.3 Visualization 
The result extracted by threshold queries is automatically 
written to a visualization file. Users only need to open the file 
in the Mayavi program. Loading the “Glyph” among the 
Mayavi visualization module plots each point on the screen. 
When needed, users can add “Axes” and “Outline” module to 
draw the data range and the shape of the whole space. 
 
Figure 2 shows the dislocations in the dataset. The top figure in 
Figure 2 is seen from the iso-metric view; the middle one is 
seen from the right of the cube; and the bottom one is seen from 
the top of the cube. The color of Figure 2 denotes the value of 
the w_z field. Users can specify which field they want to 
visualize. VTK and Mayavi enable users to zoom in and out as 
much as they want, and the figures can be rotated freely. More 
advanced Mayavi users can change the color palette to 
distinguish points more clearly. 
More visualization results (vortex columns and vortex 
pancakes) can be found in Appendix B. The queries for these 
figures are in Table 1. 
 

4.4 Feature Elimination 
One of the goals in this work is to investigate the space that has 
none of the three types of features. This space can be retrieved 
with spatial join operations. Although there can be alternative 
solutions to this task, the following scheme is one way to 
eliminate some features from the whole space. 
 
Using queries with the compliment conditions, rather than the 
original queries, can give us a portion of space that does not 
satisfy the feature condition. Then, by joining the whole space 
with the compliment of Query 1, Query 2, and Query 3, the 
space we are interested in can be obtained i.e. let S be the space 
we are interested in and Q1, Q2 and Q3 denote the result set of  

 

 

 
Figure 2: Dislocations 

 
  Columns Dislocations Rest 
W_x Min -0.1991 -1.0959 -1.092 
 Max 0.1996 0.9579 1.063 
 Avg -0.00271 -0.00850 -0.00011
W_y Min -0.1999 -1.120 -1.201 
 Max 0.1069 0.01384 0.3513 
 Avg -0.07453 -0.5227 -0.03311
W_z Min -1.632 -0.1999 -1.790 
 Max 1.057 0.1999 2.061 
 Avg -0.02650 -0.01351 0.00072 
|vort| Min 0.5001 0.5000 8.779 
 Max 1.635 1.191 2.309 
 Avg 0.6005 0.6466 0.1461 
Table 3: Statistics comparison with Columns, Dislocations, and 

the rest area 
 
Query 1, Query 2, and Query 3, respectively. Then the spatial 
join operation can be used as an intersection operation in the set 
theory, where the following relation holds: 
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S = U – Q1 – Q2 – Q3 = U ∩ Q1c ∩ Q2c ∩ Q3c 

 
However, because Q3 is a subset of Q1 and because Q1 and Q2 
are a su

herefore, in order to eliminate the three features, the scheme is 
simp

1c has 1 object with 8,566,489 points and Q2  has 11 objects 

ch is 98% 

the average of each space. Table 3 shows 
me of the aggregate function values. 

 this section, we present the performance of the main 
ed for a spatial 

 a d to each other to see 

minimize the latency of 

igure 3 shows the execution time in seconds. The 
ature extraction, the component 
entified objects, visualization file 

5. As Figure 4 shows, 

bset of U, 
 

U ∩ Q1c ∩ Q2c ∩ Q3c = U ∩ Q1c ∩ Q2c = Q1c ∩ Q2c 

 
T

le: get two compliment sets and join the two set. 
cQ

with 8,646,848 points. A join operation yields 
Q1c ∩ Q2c and the result set has 8,453,761 points, whi
of the whole space. 
 
The aggregate functions in SQL standard give the minimum, 
the maximum, and 
so
 

5 Performance Evaluation 
In
operations of this system. First, the steps requir
join re measured separately and compare
what portion each step contributes to. Then, we describe the 
cost of spatial join operations with several combinations of two 
tables. Lastly, to show how accurately the MBCube 
approximation estimates intersections, empirical statistics for 
the MBCube approximation are given. 
For each of the measurements, the best time is recorded to 
include cache effect. The operating system keeps track of 
memory operation and I/O operation to 
reading blocks to main memory. In addition, the hard disk drive 
of a system has a file buffer to accelerate I/O operations. The 
MySQL database system makes use of caches both for indices 
and query. The indices that have been read stay in memory for a 
while, and the result of a query is not flushed to handle the case 
when users request the same query again. In order to warm up 
these kinds of caches, several measurements were executed 
consecutively. 
 

5.1 Execution Time 
F
measurements include the fe
labeling, the step storing the id
creation, and the time to build a spatial index. All these steps 
must be executed before a table is joined. 
Since the size of the retrieved data is a factor of 10 times the 
difference between vortex columns and dislocations, the 
execution times also differ by a factor of 6.
the portion of I/O operations, such as the feature extraction 
steps and the storing step, increases from columns to 
dislocations. (From 53.72% to 85.36%) One way to minimize 
the overall time is by not storing the identified objects in a table. 
Holding the object IDs in memory, building the spatial join for 
them, and executing spatial joins can eliminate the storing step. 
However, the disadvantage of this approach is that users cannot  
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Figure 3: Execution time breakup (seconds) 
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Figure 4: Execution time breakup (percentage) 
 

 Columns Columns Dislocations Dislocations 
(sec) (%) (sec) (%) 

Feature 
xtraction 

0.6 20.27% 6.79 35.00% 
E
Labeling 1.12 37.84% 2.1 10.82% 
Object 
store 

0.99 33.45% 9.77 50.36% 

Vis. 
Format 

0.22 7.43% 0.56 2.89% 

Spatial 
index 

0.03 1.01% 0.18 0.93% 

Total 2.96 100% 19.4 100% 
Table ution t

erations xecuti MBCub # False 
hits 

onal 
Join 

 4: Exec ime 
 

Op E on 
Time intersection 

e Relati

Columns & 9.05 sec 207 207 17.11 sec
Dislocations 
Columns & 
Pancakes 

0.07 sec 37 6 0.11 sec 

Dislocations & 
Pancakes 

0.37 sec 21 21 0.50 sec 

{  Columns}c &
{Dislocations}c 

949 sec 
(15 min.)

11 0 > 1hour 

Tabl ial join p ance
 

e 5: Spat erform  
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save the result e, our system 
an be modified to a more interactive way. For example, during 

Operation 
 ial joins. Note the 
en time column and the 

 out to intersect each other during the spatial 

 in the 
ec cost. The 

at, in an MBCube, the 

ubes of 100%. The average is less than 3, 

actor of 10 or 270 compared to 

 in a permanent storage. Otherwis
c
execution, users can choose whether or not they would like to 
store the result, or users can set a flag to enable or disable the 
storing step. 
 

.2 Spatial Join 5
Table 5 shows the performance of spat
differ ce between the execution 
relational join columns. The execution time columns internally 
used the query in Section 3.6 and the relational join column 
used the same query but without the first two WHERE clauses. 
This means the spatial indices used for a spatial join reduce the 
cost of the join. 
The numbers in MBCube intersection denote how many 
MBCubes turned
joins. The number of false hits represents how many MBCube 
hits are identified as false hits. As Query 1 and Query 2 in 
Table 1 imply, vortex columns and dislocations do not have any 
intersection. Therefore, the number of MBCube intersections 
and the number of false hits are equal, which means that 207 
objects are unnecessarily read from disks. 
 

.3 MBCube Approximation Accuracy 5
As Table 5 shows, the approximation accuracy
inters tion tests is the key factor determining the join 
minimum bounding rectangle is believed not to have accurate 
approximation ability. This section discusses whether or not the 
MBCube can approximate a real object. 
Figure 5 presents the distribution of occupancy rates in 
MBCubes. 100% of occupancy means th
object of the MBCube occupies all the points. For example, an 
object of one point has an MBCube that is the same as itself. 
Therefore, objects with the higher occupancy rate have a lower 
possibility to have false hits. Reversely, the lower occupancy 
rate an object has can lead to a higher probability of having 
false hits during the intersection tests. In Figure 5, three cases 
have a similar distribution, and they have a very high 
percentage of 100%. In addition, the average of the occupancy 
rates is over 60%. 
However, the last column in Table 6 shows the average number 
of points in MBC
which means that the most of MBCubes of 100% have only a 
few points. These points do not affect the performance of join 
operations because one I/O operation in a system can read 
multiple points at once, and several small objects can be tested 
for an exact intersection. 
In contrast to MBCubes of 100%, other objects consist of 
relatively more points: a f
MBCubes of 100%. Excluding 100% MBCubes lowers the 
occupancy rate around 35%, which is fairly small. 
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Figure 5: Occupancy rate in MBCube 

 
 Mean Standard 

Deviation 
# of Points 

(100% / 
<100%) 

Columns 60.79% 37.00 1.48 / 68.72 
Dislocations 63.27% 37.01 1.50 / 410.13

Pancakes 69.65% 36.26 2.63 / 28.73 
Columns 

w.o. 100% 
34.15% 23.23  

Dislocations 
w.o. 100% 

33.37% 22.15  

Pancakes 
w.o. 100% 

37.25% 25.33  

Table 6: Occupancy rate in MBCube 
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6 Future Work 
Publishing datasets to public, allowing scientists to perform 
research with the published data, and sharing ideas through web 
interface will accelerate research in the CFD field. As the 
GEON[19] and LiDAR[20] project did, building a website can 
help this goal. Our system can be embedded in a web service as, 
for example, an Apache module [21]. The key operations would 
be to support range and join queries, import and export datasets 
of interest, and visualize. The advantages of the web service are 
that 1) CFD scientists do not require any computing machines 
or spatial database system to analyze a dataset, 2) CFD 
scientists can share their datasets with other scientists, and 3) 
Scientists can freely extract features that they want to analyze 
by changing the parameters of queries. One minor difficulty of 
implementing this web service is to port VTK APIs so that 
users can see and manipulate a 3D image on a web browser. 
However, Cluster PEACE [22] already attempted a similar 
functionality. If this turns out to be infeasible, an alternative 
approach is to generate a visualization file written in the VTK 
format as our system currently does. 
Although Professor Sutanu Sarkar provided large datasets, 
because of the time constraint, we couldn’t fully run our system 
with the datasets. The large datasets have 11 time steps that will 
allow us to investigate the evolution of each feature over time. 
The current version of our system performs a join process with 
a very primitive algorithm. As mentioned in Section 2, 
alternative algorithms are available in 2D spaces. Due to the 
fact that the MBCube approximation does not select candidates 
very accurately, additional steps to refine approximations would 
enhance the join operations. 
Finally, spatial join operations can be effective in other tasks as 
well. For example, if one wants to see how vortex columns 
evolve over time and whether they have a common area, spatial 
join operations can answer these questions by giving areas that 
survive throughout all the time steps. 
 

7 Conclusion 
In this work, we presented a new system that supports spatial 
operations along with the traditional relational database system. 
With this system, computational fluid dynamics scientists can 
easily import their numerical method simulation datasets and 
perform various operations to investigate the datasets. 
If CFD scientists want to filter out some information, this 
system identifies objects out of the filtered data as well. This 
spatial information enables scientists to perform spatial join 
operations more efficiently. 
In summary, this system aimed to support CFD scientists’ needs 
when analyzing large scale simulation datasets. We succeeded 
in showing that our system can serve as useful software for 
CFD scientists. 
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Appendix A. Database schema 
1) Velocity 

Field Type NULL Key 
x int(11) NO  
y int(11) NO  
z int(11) NO  
un double YES MUL 
vn double YES MUL 
wn double YES MUL 

 
2) Pressure 

Field Type NULL Key 
x int(11) NO  
y int(11) NO  
z int(11) NO  
pn double YES MUL 

 
3) Rho 

Field Type NULL Key 
x int(11) NO  
y int(11) NO  
z int(11) NO  
rhon double YES MUL 

4) Vorticity 
Field Type NULL Key 
x int(11) NO  
y int(11) NO  
z int(11) NO  
w_x double YES MUL 
w_y double YES MUL 
w_z double YES MUL 
vort_mag double YES MUL 

5) temp_table1 
Field Type NULL Key 
x int(11) YES  
y int(11) YES  
z int(11) YES  
field double YES  
ObjID int(11) NO MUL 

** temp_table1 is a temporary table storing intermediate results of field operations. As users perform field operations, the number of 
temporary tables increases. Currently we are implementing a function to generate a unique key to distinguish each temporary table. 
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Appendix B. Visualization Results 

 
Vortex Columns Visualization: Isometric view 
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Vortex Pancakes Visualization: Isometric view 
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